Retinopathy online challenge: automatic detection of microaneurysms in digital color fundus photographs
Meindert Niemeijer, Bram Van Ginneken, Michael J. Cree, Atsushi Mizutani, Gwénolé Quellec, Clara I. Sanchez, Bob Zhang, Roberto Hornero, Mathieu Lamard, Chisako Muramatsu, et al.

To cite this version:

HAL Id: hal-00473901
https://hal.archives-ouvertes.fr/hal-00473901
Submitted on 16 Apr 2010

HAL is a multi-disciplinary open access archive for the deposit and dissemination of scientific research documents, whether they are published or not. The documents may come from teaching and research institutions in France or abroad, or from public or private research centers.

L’archive ouverte pluridisciplinaire HAL, est destinée au dépôt et à la diffusion de documents scientifiques de niveau recherche, publiés ou non, émanant des établissements d’enseignement et de recherche français ou étrangers, des laboratoires publics ou privés.
Retinopathy Online Challenge: Automatic Detection of Microaneurysms in Digital Color Fundus Photographs

Meindert Niemeijer, Bram van Ginneken, Member, IEEE, Michael J. Cree Senior Member, IEEE, Atsushi Mizutani, Gwénolé Quellec, Clara I. Sánchez Member, IEEE, Bob Zhang, Roberto Hornero Member, IEEE, Mathieu Lamard, Chisako Muramatsu, Xiangqian Wu, Guy Cazuguel Member, IEEE, Jane You, Agustín Mayo, Qin Li, Yuji Hatanaka, Béatrice Cochenier, Christian Roux Senior Member, IEEE, Fakhri Karray, María García Student Member, IEEE, Hiroshi Fujita, and Michael D. Abramoff, Member, IEEE

Abstract

The detection of microaneurysms in digital color fundus photographs is a critical first step in automated screening for diabetic retinopathy (DR), a common complication of diabetes. To accomplish this detection numerous methods have been published in the past but none of these were compared with each other on the same data. In this work we present the results of the first international microaneurysm detection competition, organized in the context of the Retinopathy Online Challenge (ROC), a multiyear online competition for various aspects of DR detection. For this competition, we compare the results of five different methods, produced by five different teams of researchers on the same set of data. The evaluation was performed in a uniform manner using an algorithm presented in this work. The set of data used for the competition consisted of 50 training images with available reference standard and 50 test images where the reference standard was withheld by the organizers (MN, BVG and MDA). The results obtained on the test data was submitted through a website after which standardized evaluation software was used to determine the performance of each of the methods. A human expert detected microaneurysms in the test set to allow comparison with the performance of the automatic methods. The overall results show that microaneurysm detection is a challenging task for both the automatic methods as well as the human expert. There is room for improvement as the best performing system does not reach the performance of the human expert. The data associated with the ROC microaneurysm detection competition will remain publicly available and the website will continue accepting submissions.

Index Terms
computer aided detection, computer aided diagnosis, diabetic retinopathy, fundus photographs, retina, ROC competition.

I. INTRODUCTION

DIABETIC RETINOPATHY (DR) is a frequent microvascular complication of diabetes and the most common cause of blindness and vision-loss in the working population of the western world [1]. It has been shown that early detection of DR helps prevent blindness and visual loss [2]. Most screening programs use non-mydriatic digital color fundus cameras to acquire color photographs of the back of the eye, the retina. These photographs are then examined for the presence of lesions indicative of DR (including microaneurysms, hemorrhages, exudates and cottonwool spots).

Development of systems to automate DR screening have received a lot of attention from the research community. Recently two large studies of automated screening systems have appeared in the literature [3], [4]. These systems are designed to perform triage in an automated fashion. The software stores those exams that, after analysis, appear to have no visible signs of the presence of diabetic retinopathy at some level of severity. The other exams, that possibly contain diabetic retinopathy related lesions or that have an image quality that prevents automated analysis are evaluated by a human expert. In this manner these automated systems can reduce the workload associated with large scale screening.
One of the most important steps in the automated screening of DR is the detection of microaneurysms. Microaneurysms are small outpouchings in capillary vessels. The capillary vessels are normally not visible in color fundus photographs but due to the local increase in size, microaneurysms appear as small dots between the visible retinal vasculature (see Figure 1). Microaneurysms are amongst the first signs of the presence of diabetic retinopathy. However, it is important to note that, while a critical component of any DR screening system, detection of microaneurysms is not equivalent to detection of DR. In some cases other types of lesions may appear first and it has been shown that also detecting these lesions increases the performance of an automated DR screening system [5]. In the past a number of different methods for the automated detection of microaneurysms have been proposed (see Section II). However, these methods were tested on different datasets using various evaluation measures that made direct comparison of performance impossible.

To drive the development of ever better image analysis methods, groups have established publicly available, annotated image databases in various fields. Examples for retinal images are the STARE [6], [7], DRIVE [8], [9] and MESSIDOR [10] databases. Even though evaluations on these types of jointly used datasets are already a large improvement over evaluation on separate datasets, there are many metrics that can be used to evaluate system performance. Even while using the same evaluation measures, implementation details of these metrics may have an influence on the final result. The drive for better image analysis methods was pushed even further by making available publicly accessible annotated datasets in the context of online, standardized evaluation, leading to an ‘asynchronous competition’. The Middlebury Stereo Vision website [11] was the first of these. In an asynchronous competition all results are evaluated using the same evaluation software, but groups can submit results continuously. However, some groups may be tempted to use human readers to assist the performance of their algorithm, and therefore synchronous competitions have developed where there is a deadline for submitting results, and the competition results are announced synchronously [12]. These kinds of joint evaluations on a common dataset have the potential to steer future research by showing the failures of certain techniques and guide the practical application of techniques in clinical practice.

The first international synchronous competition in the retinal image analysis field, the Retina Online Challenge (ROC) microaneurysm detection competition, is organized by three of the authors (MN, MDA and BvG). The goal of this work is to present the reference database for automated microaneurysm detection in color fundus photographs for diabetic retinopathy screening used in the ROC. Additionally the results of a variety of different detection methods on the reference database are presented and each of the methods is briefly discussed. The algorithm used for the evaluation is described. A detailed analysis of the produced results giving a good overview of the state-of-the-art is provided.

The paper is structured as follows: A discussion of previous work is given in Section II. Section III describes the competition and the reference database. The different methods used by the participants in the ROC are discussed in Section IV. The validation methodology used to evaluate the different algorithms is presented in Section V. The experiments and results are shown in Section VI and the paper ends with a discussion and conclusion in Section VII.

II. PREVIOUS WORK

The oldest published, peer reviewed journal paper on automatic microaneurysm detection known to us is the 1984 paper by Baudoin et al. [13] which describes a mathematical morphology based detection approach for microaneurysms in fluorescein angiograms. By using the morphological top-hat transformation with a linear structuring element at different orientations, connected, elongated structures (i.e. the vessels) were distinguished from unconnected circular objects (i.e. the microaneurysms). A number of additional papers presenting enhanced algorithms based on this technique were published. Spencer, Cree, Frame, and co-workers [14]–[17] added a shade-correction pre-processing step and a matched filtering post-processing step to the basic top-hat transform based detection technique. After detection and segmentation of candidate microaneurysms, various shape and intensity based features were extracted and a classifier was used to separate the real microaneurysms from spurious
Fig. 2. Representative example images of the three types of images (see Table I) present in the training and test set of the ROC microaneurysm detection competition. Note that the images (b and c) shown here were pre-processed by removing a large part of the black images background around the FOV. a-c) Type I-III.

The advantage of using fluorescein angiography images of the fundus is that the contrast between them and the retinal background is larger than in digital color photographs. However, the intravenous use of fluorescein is relatively complicated and associated with a mortality of 1:222,000 [18] and this makes the application of fluorescein angiograms for large-scale screening purposes impractical.

A modified version of the top-hat based algorithm has been applied to high-resolution, redfree fundus photographs by Hipwell et al. [19]. Fleming et al. [20] improved on this method by locally normalizing the contrast around candidate lesions and eliminating candidates detected on vessels through a local vessel segmentation step. In [21] Walter et al. described an alternative mathematical morphology based detection method. The microaneurysm detection step was preceded by an image normalization step that compensates for the presence of bright lesions, a common occurrence in diabetic retinopathy. The detection method was based on diameter closing and addresses a shortcoming of the top-hat based detection method by eliminating candidates located on tortuous vessels. After application of an automatic thresholding scheme, features were extracted from the candidate objects and they were classified using a classifier, that was first trained with example candidates from a training set.

Niemeijer et al. [22] presented a hybrid scheme that used both the top-hat based method as well as a supervised pixel classification based method to detect the microaneurysm candidates in color fundus photographs. The pixel classification method was trained using example pixels from both the vasculature and “red lesions” (i.e. microaneurysms and hemorrhages). After training, the detector would detect all retinal vessel and red lesion pixels in an image. After eliminating all connected, elongated structures the remaining objects were considered candidate microaneurysms. This method allowed for the detection of larger “red lesions” (i.e. hemorrhages) in addition to the microaneurysms using the same system. A large set of additional features, including color, was added to those described in [16], [17]. A classifier, trained with example candidates from a training set, distinguished between real and spurious candidate lesions.

A number of other approaches, not based on mathematical morphology, for the detection of red lesions in color fundus photographs have also been described. Sinthanayothin et al. [23] applied a recursive region growing procedure that segmented both the vessels and red lesions in a fundus image. To detect the vessels and vessel segments in this result a neural network was used. Any remaining objects after removal of the detected vasculature were identified as microaneurysms. In a recent work, Quellec et al. [24] described a supervised microaneurysm detection method based on template matching in wavelet-subbands. In the training phase the optimal adapted wavelet transform for detecting microaneurysms was found using the lifting scheme framework. Template matching in the wavelet domain was used to detect likely locations of microaneurysms. By applying a threshold on the matching result the microaneurysms are found.

None of the above methods were compared on the same dataset. The most common way of reporting algorithm performance was Free-response Receiver Operating Characteristic (FROC) analysis [25] on a per lesion basis [15], [16], [19]–[22]. In FROC analysis the sensitivity of the system is plotted against the average number of false positive detections per image. Additionally, a number of papers reported the result of a Receiver Operating Characteristic (ROC) analysis [26] on a per image basis [19], [20], [22]. In ROC analysis, the true positive rate is plotted against the false positive rate.

III. RETINAL ONLINE CHALLENGE: MICROANEURYSM DETECTION

We established the Retinal Online Challenge (ROC). The goal of ROC is to organize several competitions, focussed on various important challenges in automated detection of retinal disease. The first competition was focused on microaneurysm detection because microaneurysm detection is a critical challenge for automated diabetic retinopathy screening. This first
ROC was structured as follows: the ROC was announced in February 2008 and the image data was made available online (http://roc.healthcare.uiowa.edu) at the same time. The training data included a multi-reader reference standard and was meant for training and preliminary testing of the participant’s methods. Of the test data only the images were made available, the reference standard was kept private. The main reason for structuring the competition like this is to prevent the use of the reference standard of the test set in the training process and to keep the evaluation fair.

A. Reference Image Database

A set of 100 digital color fundus photographs were selected from a large dataset (150,000 images) as acquired in a diabetic retinopathy screening program [27]. The inclusion criteria were that the screening program ophthalmologists had marked the image as containing microaneurysms and had not marked it as ungradable. Since multiple screening sites, with different camera types, are involved in the screening program, the images in the ROC set are relatively heterogeneous. Three different sizes of Field of View (FOV) are present in the dataset (type I to III, see Table I) each corresponding to a different image resolution. The images were captured using either a Topcon NW 100, a Topcon NW 200 or a Canon CR5-45NM and this resulted in two differently shaped FOV’s. An example of all types of images is shown in Figure 2. All images were in JPEG format and compression was set in the camera. The substantial black background around the FOV present in the original type II and III images was cut off using software that can perform certain image processing operations on JPEG images without recompressing them. This complete set was randomly split into a training and a test set each containing 50 images.

B. Reference Standard

1) Training set: Four retinal experts, all from the Department of Ophthalmology at the University of Iowa, were asked to annotate all microaneurysms and all irrelevant lesions in all 100 images in the test and training set. The class of irrelevant lesions was specifically added to address the problem that there may be objects in the image that are not microaneurysms but that may be picked up as such by an automated program. As these objects are similar in appearance to microaneurysms these detections are not real false positives (examples of these types of objects include hemorrhages and pigment spots). Irrelevant objects are not included in the reference standard and detections on these objects in the test set were not counted as a false positive. The TruthseekerJ program (available on the ROC website) for online annotation was used to indicate the center location of the microaneurysm or irrelevant lesion in each image. The annotations were exported as a file in XML format that contained the center locations for all microaneurysms and irrelevant lesions in each image in the set. For the training set, a logical OR was used to combine the lesion locations annotated by the four experts - thus ensuring that the reference dataset was highly sensitive to lesions, as it required only one retinal expert to detect a lesion for it to be marked as a “microaneurysm”.

2) Test set: To enable comparison with a human observer we have decided to change the way in which the reference standard for the test set was determined as opposed to the way this was done for the training set. One of the four retinal experts was randomly selected and his annotations were not used in determining the reference standard for the test set. This expert’s performance is shown in the results as the independent human expert. The annotations of the remaining three retinal experts were combined into the final reference standard. All lesions for which at least two experts assigned the label “microaneurysm” were assigned this label in the final reference standard for the test set. All other lesions marked by only one expert were assigned the label “irrelevant”. In total 1614 objects were marked in the test set, of which 343 objects were assigned the label “microaneurysm”. In the final set there were 10 images that did not contain any microaneurysms, they did contain “irrelevant” lesions.

3) Subdivision into lesion type: Microaneurysms are heterogeneous in their appearance (local contrast and color) and their location with respect to the normal anatomy on the retina. These factors can influence the ability of automated detection systems to find them. We have asked an expert to assign each reference-standard identified microaneurysm in the test set to one of three classes (i.e. subtle, regular, obvious) based on their local contrast and/or visibility in the image. Also, we asked the expert to indicate for each lesion whether it was located “close” to the vasculature. Close was defined as less or equal than the diameter of the lesion away from the vessel. Many of the tested methods (see Section IV) rely on a vessel segmentation step to eliminate false positive lesion detections on the vasculature. From the literature [22] we know this may lead to difficulties in the detection of lesions located close to the vasculature. Of the 343 objects labeled as “microaneurysm” in the reference standard 92 were labeled “subtle”, 192 were labeled “regular”, 59 were labeled “obvious” and 37 of the 343 objects were close to the vasculature.

<table>
<thead>
<tr>
<th>Type</th>
<th>Resolution (height × width in pixels)</th>
<th>Coverage of the retina</th>
<th>Number in training set</th>
<th>Number in test set</th>
</tr>
</thead>
<tbody>
<tr>
<td>Type I</td>
<td>708 × 576</td>
<td>45°</td>
<td>22</td>
<td>22</td>
</tr>
<tr>
<td>Type II</td>
<td>1058 × 1081</td>
<td>45°</td>
<td>3</td>
<td>6</td>
</tr>
<tr>
<td>Type III</td>
<td>1389 × 1383</td>
<td>45°</td>
<td>25</td>
<td>22</td>
</tr>
</tbody>
</table>

TABLE I

THE DIFFERENT TYPES OF IMAGES IN THE ROC DATASET.
IV. METHODS

The ROC dataset was downloaded by 26 groups and of these, 6 groups sent in their results in time to be included in this work. Though the organizers (MN, BvG and MDA) have also published an algorithm for “red lesion” detection [22], because of their obvious conflict of interest they did not participate in this comparison. One group decided they did not want their results to appear in this paper after they were announced. Below are short descriptions of each of the 5 remaining methods. For each of the methods references to more detailed information regarding the methods and techniques used have been provided.

A. Method 1: Valladolid [28]

In this method candidate detection is performed on the green plane of the color image. The image is first resized so that the field of view has a certain width and the image is normalized by subtracting an estimate of the image background. The estimate is determined by median filtering the image using a large kernel. On the normalized image intensities, the candidate detection step is performed using an unsupervised mixture model based clustering method. The authors assume all pixels in the image are part of one of three classes: class 1 (background elements), class 2 (foreground elements, such as vessels, optic disk and lesions) and class 3 (outliers). A three class Gaussian mixture model is fit to the image intensities and a group of MA candidates are segmented by thresholding the fitted model. Vessel segmentation is performed to remove those detected candidates that lie on the vasculature. Using logistic regression, a likelihood for each of the remaining MA candidates is generated based on their colour, shape and texture characteristics. The training data provided by the ROC was used to train the system.

B. Method 2: Waikato [29]

The Waikato Microaneurysm Detector was designed to be useful in an eye screening context thus the reliable detection and localisation of microaneurysms in a retinal image is not the primary aim. This function is only useful in that it provides a mechanism to detect diabetic retinopathy on the basic of presence of microaneurysms. The algorithm used is a variant of the microaneurysm detection algorithm developed by Spencer et al. [15] and extended/used by Cree et al. [16] for the detection of microaneurysms in fluorescein angiographic images. For the Waikato Microaneurysm Detector the algorithm has been modified to work on full-colour retinal images. The green plane of the retinal images is used to find all candidate objects. After normalization by subtracting a median filtered version of the image, noise is removed by median filtering using a small kernel. The Waikato Microaneurysm Detector performs a top-hat transform by morphological reconstruction [30] using an elongated structuring element at different orientations which detects the vasculature. After removal of the vasculature and a microaneurysm matched filtering step the candidate positions are found using thresholding. Each of the candidates is segmented using region growing. A number of features based on the color, intensity and shape of the candidates are extracted [31]. A Bayesian classifier is used to assign a likelihood to each of the found candidate objects that it is a true microaneurysm. A separate set of images with ground truth was used to train the system.

C. Method 3: LaTIM [24]

This method assumes that microaneurysms at a particular scale can be modeled with 2-dimensional, rotation-symmetric generalized Gaussian functions. It then uses template matching in the wavelet domain to find the microaneurysm candidates. The wavelet decomposition of an image produces several subimages of coefficients (called subbands), each of them containing information at a specific scale/frequency and along a specific direction. These subbands contain either more or less relevant information to describe MAs. By ignoring high and low frequency subbands, noise and slow image variations are removed from the analysis. To perform template matching in the wavelet domain the wavelet transform of the Gaussian microaneurysm model at several different standard deviations is used. The wavelet transform of the model is restricted in a window which is moved across the image. The coefficients of the wavelet transform of the model are compared to the coefficients of the wavelet transform of the image. Locations in the image where the difference is below a certain threshold are designated as microaneurysm locations. The parameters of the matched model determine the size of the detected microaneurysm. Each detected location is assigned a likelihood based on the local difference in wavelet coefficients. In addition to the method as described in [24] a vessel segmentation step based on wavelet analysis of the image was added to eliminate candidates on the vasculature specifically for the data used in the ROC. The training data provided by the ROC was used to train the system.

D. Method 4: OK Medical [32]

To detect the microaneurysm candidates this method uses a multiscale Bayesian correlation filtering [33] approach. In this approach responses from a Gaussian filterbank are used to construct probabilistic models of an object and its surroundings. By matching the filterbank outputs in a new image with the constructed (trained) models a correlation measure is obtained. When the responses of the correlation filtering are larger than a certain threshold, the detected locations are regarded as candidate microaneurysm locations. An adaptive thresholding scheme is applied to segment the vasculature and all candidates on the...
Table I

<table>
<thead>
<tr>
<th>Average nr. of false positives per image: Method 1</th>
<th>1</th>
<th>2</th>
<th>4</th>
<th>8</th>
<th>Final score</th>
</tr>
</thead>
<tbody>
<tr>
<td>Method 1</td>
<td>0.19</td>
<td>0.22</td>
<td>0.25</td>
<td>0.30</td>
<td>0.36</td>
</tr>
<tr>
<td>Method 2</td>
<td>0.06</td>
<td>0.11</td>
<td>0.15</td>
<td>0.21</td>
<td>0.25</td>
</tr>
<tr>
<td>Method 3</td>
<td>0.17</td>
<td>0.23</td>
<td>0.32</td>
<td>0.38</td>
<td>0.43</td>
</tr>
<tr>
<td>Method 4</td>
<td>0.20</td>
<td>0.27</td>
<td>0.31</td>
<td>0.36</td>
<td>0.39</td>
</tr>
<tr>
<td>Method 5</td>
<td>0.18</td>
<td>0.22</td>
<td>0.26</td>
<td>0.29</td>
<td>0.35</td>
</tr>
</tbody>
</table>

Table II

<table>
<thead>
<tr>
<th>The sensitivities of the different methods at the various measurement points. All microaneurysms from the test set are included.</th>
</tr>
</thead>
</table>

vasculature are removed. The candidate microaneurysms are segmented using region growing and a large set of features based on shape, grayscale/colour pixel intensity, responses of Gaussian filter-banks and correlation coefficient values as described in [22] are extracted from each candidate. The minimum and maximum values of each feature for all true lesions are placed in a discrimination table. This is used to remove any candidates whose features are below the minimum or greater than the maximum defined in the discrimination table. The remaining candidates after this stage are classified as true red lesions. To do a soft classification the maximum filter response for that particular lesion is used. The training data provided by the ROC was used to train the system.

E. Method 5: Fujita Lab [34]

The algorithm starts by pre-processing the image. To reduce differences in intensity and contrast between the images, brightness correction, gamma correction, and contrast enhancement [35] are applied. Further processing is performed exclusively on the green-plane of the color image. Images smaller than the largest size image in the ROC dataset are resized using bicubic scaling. Initial microaneurysm detection is performed using a modified double ring filter. The original double ring filter [36] was designed to detect areas in the image in which the average pixel value is lower than the average pixel value in the area surrounding it. Instead, the modified filter detects areas where the average pixel value in the surrounding area is lower by a certain fraction of the number of pixels under the filter in order to reduce false positive detections on small capillaries. After the microaneurysm detection step many false positive candidates on the vasculature remain. To remove these the vasculature is detected using an original double ring filter with different parameter settings. All candidates determined to lie on the vasculature are removed. A region growing procedure is used to segment the detected microaneurysm candidates. A set of 12 features are extracted from each of the segmented candidate objects, these include shape, intensity, color and contrast features. An artificial neural network was trained to distinguish the true lesions from the spurious detections. The training data provided by the ROC was used to train the system.

V. Validation

Each of the methods produced an XML file with the final detection results. The format of the XML file was defined by the ROC organizers. For each of the findings \( i \) in the complete set of findings \( R \) three parameters were stored; its location \( l_i \), the likelihood that the detected object was a microaneurysm \( p_{ji} \) as well as the index of the image where \( i \) was detected \( x_i \) with \( x \in I \) where \( I \) is the complete test set and \( x \in [1 \ldots 50] \). For each finding in \( I \) a match was made with the reference standard to determine the algorithm performance. The reference standard consisted of individual findings \( j \) collected in a set \( T \) (either irrelevant or true lesion findings, see Section III-B). Each of the individual findings has three parameters; a location \( l_j \), a radius \( r_j \) and the index of the image where it is located \( x_j \). The radius is meant to reflect the approximate scale of the object as indicated by the experts that made the reference standard. To match the algorithm results to the reference standard Algorithm 1 was used.

The output of the ROC evaluation algorithm is then used to generate an FROC curve [25] that plots the sensitivity against the average number of false positive detection per image. To facilitate comparison between the different methods the FROC curve is summarized in a single number. This number is based on the achieved sensitivity at a set of particular false positive per image rates. We have selected the following points: \( \frac{1}{2}, \frac{1}{4}, \frac{1}{8}, 1, 2, 4 \) and 8. To obtain the final score the sensitivities at these specific points are averaged.

VI. Experiments and Results

All the results received from the participants were analyzed using the validation algorithm as outlined in Section V. This algorithm produced a set of FROC curves for each of the different methods. The different curves represent the performance of the algorithm for various groups of microaneurysms (i.e. all, subtle, regular, obvious and close to the vasculature). Figure 3 shows the FROC curves of each of the methods as well as the measurement points, indicated by the vertical red lines, that the final system score is based on. To facilitate comparison of the performance of the different methods on the various types of lesions Figure 4 shows the scores of all systems on each of the different types of microaneurysms. In Figure 4 the results...
Fig. 3. a-e) The FROC curves for each of the individual methods on the test data with logarithmic $x$-axis. Note that the vertical red lines in the image indicate the measurement points from which the sensitivity is averaged to obtain the overall final score. f) Legend.
Fig. 4. a-e) The detection performance of the different methods for each of the types of microaneurysms in the test set with logarithmic x-axis. f) Legend.
Algorithm 1 ROC evaluation algorithm

Input: \( R \) and \( T \).

Output: a paired set of sensitivities and false positive rates.

Select all unique values of \( p_i \) and store them in set \( L \).

for \( k = 1 \) to \( k = |L| \) do
  Select all findings \( i \) in \( R \) for which \( p_i \geq L_k \) and store them in \( F \).
  for \( l = 1 \) to \( l = |F| \) do
    Determine the reference standard finding \( j \in T \) at distance \( d \), closest to \( F_l \) in the same image.
    if \( d < r_j \) then
      if \( j = \) true finding then
        \( TP = TP + 1 \)
        remove \( j \) from \( T \).
    end if
    \( FP = FP + 1 \)
  end if
end for

Calculate and output \( \text{sensitivity} = \frac{TP}{|T_{true}|} \) where \( T_{true} \) is the set of true microaneurysms in the reference standard.

Calculate and output \( \text{false positive rate} = \frac{FP}{|T|} \).

Restore \( T \) to include all original reference standard findings.
end for

of the fourth retinal expert are also included. As the expert just provided a binary opinion his performance is given as a single point on the FROC curve. The final scores of the various methods as shown in Table II are based on all microaneurysms found in the test set.

VII. DISCUSSION AND CONCLUSION

A new publicly available database for microaneurysm detection in digital retinal color photographs has been presented as well as the results of five different microaneurysm detection methods on this database. The competition website where the database is available for download will remain open for new submissions and the goal of the ROC microaneurysm detection competition image database is to be a reference database for future work on automatic microaneurysm detection.

When examining Figure 3 two different performance behaviors for the five methods can be distinguished; Method 1 and 4 seem to have substantial performance differences between the different categories of microaneurysms while Method 2, 3 and 5 have similar performance for “All”, “Regular” and “Close to vessels” microaneurysms with a large difference only between the “Subtle” and “Obvious” categories. Both Method 1 and 4 have a substantially lower performance on the microaneurysms that are close to vessels. The fact that a lesion is close to a vessel is independent from whether that lesion is in one of the other categories (i.e. subtle, regular or obvious). Therefore, if a method has no trouble detecting lesions close to the vasculature, one would expect a very similar performance to the complete set of microaneurysms. This is the case for Methods 2, 5 and to a lesser extent 3 as shown in Figure 3b, e and c respectively. In case of Methods 1 and 3 this is most likely due to an oversegmentation of the vasculature leading to the removal of microaneurysms close to the vasculature.

From Figure 4 the results of the various methods show that only for the microaneurysms marked “subtle” and “obvious” does the best performing computer method approach the human expert. For every other category of microaneurysms as well as for all microaneurysms the human expert is well ahead of the computer methods. This shows there is still room for improvement in the automatic system performance. The performance of the human observer also indicates the difficulty of the task. For the lesions labeled as “subtle” the observer achieved less than 0.20 sensitivity. This also may indicate that this particular expert may have been less sensitive than some of the other experts involved in making the reference standard. This is also indicated by the number of false positive detections the expert generated which was also small.

The best performing method, Method 3, outperforms the other methods in all categories especially when looking at the area under the FROC curve between 0 and 8 FP per image. For the “regular” and “overall” sets of microaneurysms the difference is limited but this particular method does a good job detecting “subtle” microaneurysms as well as those close to the vasculature.

We received feedback from several of the participants that the data used for the ROC was “difficult” due to the presence of noise, compression artifacts and the general image quality. The images were selected randomly out of a vast dataset of images of patients with diabetes, and we have not specifically selected these images (see Section III-A): this is the quality of data typical in the screening project that provided the images used in this study. The images have not been recompressed or
RO

the different methods on the Real World type of data as collected in the screening program. It is important to point out that the results obtained by the different methods on the ROC data are likely not indicative of the performance the method may achieve on different data (e.g. more homogeneous data from a single camera using the same resolution etc.).

Although the final goal of these algorithms is early detection of DR, this competition was only about detecting a specific subset of all lesions that can occur in DR, namely microaneurysms. Detecting microaneurysms is only a single, though essential, step in early detection of DR. DR detection system are evaluated on the overall presence of DR in the patient, not the number of microaneurysms in a single image. Depending on the level of DR that an automated system is required to detect (for example 'referrable retinopathy', or 'more than minimal retinopathy' [4]), researchers have used different thresholds on the number of microaneurysms in an image. Systems with differing performance on microaneurysm detection may have better (or worse) performance on DR detection.

To investigate the postulate from the previous paragraph, we have conducted an additional experiment to examine the capability of the various systems to detect DR on the image level by assuming the presence of DR is indicated solely by the presence of microaneurysms and combining the found lesions using the maximum rule. In our experiment the maximum likelihood lesion in the image (that is not irrelevant) indicates likelihood of the whole image to contain signs of DR. Since the testing set contained just 10 images with only irrelevant objects (i.e. without microaneurysms) this experiment is biased, additionally the use of the maximum rule for lesion likelihood combination is likely not optimal. However, this bias does not affect the ability of the experiment to determine if the ranking of the methods changes when applying a per image evaluation. From the results of this additional experiment, given in Table III, it is clear that there was an influence. Method 3, the best performing detection method in the competition is now ranked third, although the differences between the three top ranking methods are very small. The change in ranking may be caused by the fact that the per image evaluation using the maximum rule shifts the emphasis from “lesion sensitivity” to “accurate lesion likelihood assignment”. Even a single false positive with a high likelihood in one of the ten negative images will have a large impact on the final result given the biased set. Another interesting result of this experiment is that the Human Expert observer achieves an area under the ROC curve of 0.96 despite not detecting the majority of the subtle microaneurysms.

As we have stated in the introduction, none of the previous work on microaneurysm detection was compared on the same data. The ROC: microaneurysm detection competition is unique in the sense it makes a dataset and evaluation methodology available for future work on the detection of microaneurysms. The results from the participants and the data will remain available on the competition website that will remain open and accept additional submissions. We hope that the availability of this data will stimulate additional groups to pursue research in this field. The results of the five teams that participated in the ROC provide a great starting point for future developments.

Table III

<table>
<thead>
<tr>
<th>Method</th>
<th>( \frac{A_z}{\text{value}} )</th>
</tr>
</thead>
<tbody>
<tr>
<td>Method 1</td>
<td>0.80</td>
</tr>
<tr>
<td>Method 2</td>
<td>0.72</td>
</tr>
<tr>
<td>Method 3</td>
<td>0.87</td>
</tr>
<tr>
<td>Method 4</td>
<td>0.89</td>
</tr>
<tr>
<td>Method 5</td>
<td>0.88</td>
</tr>
<tr>
<td>Human Exp</td>
<td>0.96</td>
</tr>
</tbody>
</table>

Note that the area under the ROC (\( \frac{A_z}{\text{value}} \)) of the human observer is based on only a single point on the ROC curve.

Acknowledgments

The work of Roberto Hornero and María García was supported in part by “Ministerio de Ciencia e Innovación” under project TEC2008-02241. Hiroshi Fujita, Chisako Muramatsu, Atsushi Mizutani and Yuji Hatanaka would like to acknowledge the contributions of Takeshi Hara and Shinsuke Suemori to their part of this work. Bob Zhang, Xiangqian Wu, Jane You, Qin Li and Fakhri Karray of the OK Medical team would like to thank the Hong Kong Government General Research Fund (GRF) and The Hong Kong Polytechnic University Research Grant for their support. The Waikato Medical Research Foundation financially supported the development of the Waikato MA detector.

References
